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AHOTAIIIS

VY cTaTTi pO3IIAHYTO 3amady OILIHIOBAaHHS Ta ONTHMIi3amii Mozeneil MallMHHOTO i IIMOOKOro HaBYaHHS JUI1 BUKOHAHHS Ha
edge-By3nax mijg yac 06poOku iHpopMarii MOOLITBEHOT Mepeski. AKTYalbHICTh JOCIIIKEHHS 3yMOBJICHA THUM, IO MOJETI 3 GIM3bKO0
MIPOTHO3HOIO SIKICTIO MOXYTh ICTOTHO BiAPI3HATHCS 3a 3aTPUMKOIO iHQEpeHCy, pOo3MipoM apTedakTy Ta BHUMOTaMH 0
00UYHCITIOBAIHUX PECypcCiB, TOMY BHOIp JIHIIE 3a TOKa3HHKOM TOYHOCTI HE TrapaHTye MpHAaTHOCTI 10 edge-BukoHaHH:I. MeTol0
po6oTn € QopmyBaHHs y3romkeHoro Oanky deployment-koH}irypauiii Mojenell MalIMHHOTO HAaBYaHHS Ha OCHOBI CILIBHOTO
OLIIHIOBAaHHS IIPOTHO3HOI SIKOCTI Ta XapaKTEepUCTHK BHKOHAHHS MO 1 micias omtuMizamii. Bxigaum iHpopMaumiiHUM 00’€KTOM €
IHTerpoBaHUH BEKTOP CTaHy MOOUIBHOI Mepexi cTajol CTPYKTYpH, IO MICTHUTh CTQTHCTHYHI, YacOBi, ITOJI€BI, pECypCHi Ta SIKiCHI
xapaktepuctuku. J[ns oxHiei 3amaqi kinacudikauii mopisHooThcst XGBoost, MLP, GRU, TCN Ta Transformer-moioHa Moeins.
Jlns HelipoHHHX Mogenel c)opMOBaHO ONTHMI30BaHI BapiaHTH i3 3aCTOCyBaHHAM AnHaMiuHoro INT8-KkBaHTYBaHHS, CTPYKTYpHOTO
pruning ta knowledge distillation. Koxxna xoH®iryparist xapakrepusyerbess macro-F1, balanced accuracy, recall kpuruanoro kiacy,
MeiaHHOIO Ta P95-3aTpUMKOIO iH(epeHcy i po3Mipom apredaxty. Ilicna quality-gate BukoHyeThesi Pareto-BinOip koH}irypariit, oo
HE TMOCTYHAIOTHCS IHIIMM OJHOYACHO 3a SKICTIO, 3aTPUMKOIO Ta po3MipoMm. ExkcnmepuMeHTalbHe TOCTiI:KeHHS] TPOBEACHO Ha
CHHTETHYHIH MOCHiZOBHOCTI 3 17 995 yacoBHX BiKOH i 4oTHpMa Kiacamu cTaHy Mepexi. HaiiBummii macro-F1 cepex moyaTtkoBmx
mozeneit orpumano it GRU (0,918) 1 TCN (0,918). Crpykrypre ckopodeHHs TCN 3menmmio posmip apredaxty Ha 23,0 % i
MeZliaHHY 3aTpUMKy mpubu3Ho Ha 10 % 6e3 noripienns macro-F1. Distillation Transformer-moneni ckopotuina po3mip Ha 73,4 % i
3aTpUMKy Maibke BIBiui. BomHouac INT8-kBantyBanus MLP i GRU cyrreBo 3MeHmmio po3wmip, aje Ha KoHTpoibHoMy CPU-
npodinmi 36impmmo latency depe3 HakiamHi BUTpaTH runtime. Pe3yabTaTm mokasywoTb, mo edge-onTHMi3amilo JOLLIEHO
OLIIHIOBAaTH HE 3a OJHUM IIOKa3HUKOM, a 3a cykymHicTio predictive quality i xapakrepuctuk BukoHaHHs. CdopmoBaHmil GaHK
deployment-koHdirypaiiii MO’xke BHKOPHCTOBYBATHCS SIK BXiJHUM HAOIp KaHAMIATIB [JIsI MOJAIBIIOTO AANTUHBHOTO BUOOPY MoJEi
Ta Micnd 11 BukoHaHHA B edge/cloud-iHdpacTpykTypi MOOLTEHOT Mepexi.

KiouoBi cioBa: MoOinbHI Mepexi, MallMHHE HaBYaHHS, TIHOOKEe HaBUaHHsA, edge computing, ONTHUMI3alis MOJIEINEH,
CTHCHEHHs MOJIelieH, KBaHTyBaHHs1, pruning, knowledge distillation
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AkTtyanbHicTb. CyuacHi MOOUIBHI MepeXi TMOE€IHYIOTh paaiofoCTyIl, SIPO  MEpexi,
edge/MEC-koMIIOHEHTH Ta XMapHi pecypcH, siki (pOpMYyIOTh 3HAUHI 00CATH TeIeMeTpii, TOKa3HUKIB
HaBaHTAXEHHA, MOJIA Ta PEeCypCHUX XapaKTepUCTUK. MallMHHE HaBYaHHS 3aCTOCOBYETBHCS IS
MPOTHO3YBaHHs Tpadiky, BUSBJICHHS aHOMAaii, OILIHIOBAaHHS CTaHy KOMIIOHEHTIB 1 MiITPUMKH
pecypcHoro kepyBaHHA [1]. IlepeHeceHHst yacTHHM 00poOKM 10 edge-piBHA JO3BOJISIE 3MEHIIUTH
MEpEeKEBY 3aTPUMKY 1 oOOcCAr TepenaBaHHS MaHUX, aje OJHOYACHO pPOOUTH OOUYMUCITIOBAIBHHI
O0OMEKeHHsI OIHUM 13 (aKTOpiB, 1110 BU3HAYAIOTh MPAKTUYHY MpuaaTHicTe ML-mopeni 2, 3].

Jns onHiel 1 Tiel camoi 3amadyi MOXKYTb BHUKOPHUCTOBYBATHCS MOJENl PI3HUX CIMEWUCTB:
rpajiieHTHUIH OyCTHHI, OaraTollapoBi NMEpLENTPOHH, PEKYPEeHTHI Ta 3TOPTKOBI 4YacoBI Mepexi,
attention- 1 Transformer-momiOHi apXiTeKTypu. Y MOOUIBHMX Mepekax Taki MOJeNi BKe
3aCTOCOBYIOTBHCS JUIS MPOTHO3YBaHHS PeCypCHUX MOTped, Tpadiky Ta aHOMAalbHUX CTaHiB [4, 5].
OpHak MakcMMaibHa MPOTHO3HA SKICTh HE € JOCTATHIM KpuTepieM Juisl edge-BUKOHaHHS. biibiia
MOJIEJIb MOK€ MaTH NPUHHATHY TOYHICTb, ajie MEPEBHUILYBATH JOMYCTUMY 3aTPUMKY, BHUMaraTu
OinpLIe maM’ ATl a00 Hee(eKTUBHO BUKOHYBATUCS HA KOHKPETHOMY runtime.

Ile 3yMOBIIO€ HEOOXINHICTH PO3IJSLAATH MOJENb HE JIMIIEe SK HaBUCHHM ajJropuT™, a sK
deployment-koudirypariiro 3 BUMiprOBaHUMH XapaKTepUCTUKAMU. [IJI1 MIPaKTUYHOTO BUKOPHUCTAHHS
BOXJIMBUMHU cTaloTh predictive quality, meaianHa Ta xBocToBa latency, po3mip apTedakry, KiUTbKICTh
napaMeTpiB 1 CYMICHICTh 13 JOCTYIIHHM CepeJoBHILEeM BUKOHaHHSA. OKpeMoro 3ajaueio €
omnTuMizaris 6a30Boi MoJedl 3a JOMOMOrow quantization, pruning, knowledge distillation a6o
apXITEKTYpHOTO CIIPOIIEHHS 3 TOBTOPHUM KOHTPOJIEM SIKOCTI IMICIS IEPETBOPEHHSI.
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OTtxe, akTyalbHUM € (OPMYBaHHS BIATBOPIOBAHOI IPOLENYpH, sIKa J0O3BOJIAE I €AMHOTO
iHpopmaniiiHoro Bxonay mnopiBHsATH pi3Hi ML/DL-moneni, orpuMaTd iX ONTHMIi30BaHI TEXHIYHI
BapiaHTH Ta chopMyBaTH KOMITaKTHUH OaHk deployment-koHirypariii. Takuii 6aHK € TPOMIXKHHM
piBHEM MIDX MiATOTOBKOI JaHUX 1 MONANBIIUM aJalTHBHAUM BHOOPOM KOHKPETHOI MOeINi Ta
00YHCITIOBAJILHOTO BY3J1a.

Orasii HayKOBHX [J0CJHiIkeHb Ta nyouaikaniii. IIpoGrema e(pekTHBHOrO BHKOHAHHS
HEHPOHHUX MEpeX B YMOBaxX OOMEXKEHHUX PEeCypciB JOCHIKYETbCS y 3B’SI3KY 31 3POCTAHHAM
00YHCITIOBANILHOI CKIIAJIHOCTI Cy4acHUX Mojeneld. Y poOoTi Sze Ta criBaBTOPIB CUCTEMATH30BAHO
(hakTOpH, 110 BU3HAYAIOTh CHEProePEeKTUBHICTh, MPOITYCKHY 3AaTHICTH 1 latency DNN, Ta mokazaHo
HEOOXIHICTh CIUIBHOTO BpPaxyBaHHS apXiTEKTypH MEpexi, maM’sTi i anapaTtHoro cepegosumia [6].
JIist MOO1LTBHUX TIATHOPM OKPEMO JTOCIIKEHO BIUIMB KOMITPECii Ha po3Mip Mojiesi, O0YHCIICHHS,
3aTPUMKY Ta EHEProcroXUBaHHA [7].

OCHOBHI HaIlpsIMM CTHUCHEHHsSI MOJeJIell OXOIUIIOIOTh 3MEHILIEHHsI KIUJIbKOCTI IapaMeTpiB,
CKOPOYECHHS TOYHOCTI iX TpPEACTaBICHHS, CTPYKTypHE CIPOIICHHS 1 TEepeHEeCeHHS 3HaHb J0
KOMITAKTHIIIOT MojeNi. Y3arajJbHeHHH orisa npuHiunie model compression Ta acceleration
HaBezieHo B [8]. [erampHime pruning i quantization po3mistHyTO B [9], e moka3aHo, o I METO !
MOXYTb BUKOPHUCTOBYBATHCS OKpeMO a00 CHIIbHO, OJHAK iX e(eKT 3aJeKUTh BiJ CTPYKTYypH
Mepexi Ta peamizamii. INT8-kBaHTyBaHHS TO3BOJISIE CYTTEBO CKOPOYYBATH OOCST mam’sATi Ta 3a
HasIBHOCTI ONTHMI30BaHuX integer kernels mokpaiiyBatu criBBigHOIIEHHS accuracy-latency [10].

Knowledge distillation ¢opmye kommakTHy student-Mojenbs 3a paxyHOK BHKOPHUCTaHHS
iHdopmartii teacher-mozeni 1 € okpeMUM KJ1acoM miaxoAiB A0 kommpecii [11]. IHmmuM HanmpsMom €
MOYaTKOBE MPOEKTYBAHHS JIETKUX apxitektyp. Hampukian, MobileNetV2 nemMoHCTpy€e MOKITUBICTh
LIJIECTIPSMOBAHO ONTUMI3yBaTH CTPYKTYPY MOJEIi 3a KIJIBKICTIO ONepalliid, mapaMeTpiB 1 peaqbHOI0
3arpuMKoIo [ 12]. ITopiBHSIBHI JOCTIIKEHHS METO/IIB cCOmpression MoKasyoTh, IO OJHa i Ta caMa
TexHiKa He 3a0e3mneuye yHiBepcalbHO HAWKpAIIOro pe3yabTaTy: BUOIP 3alIeXKHUTh Bl apXiTEKTypH,
THUITy OTIepalliii, cepeIOBHIIa BUKOHAHHS Ta JIOITYCTUMOI BTpaTu sikocTi [13].

VY 3amayax OOpOOKM MEpPEKEBHX 4YacCOBUX JAHMX IPAKTHUYHUN IHTEpEC CTaHOBIATH Pi3HI
apxitekTypHi ciMeiicTBa. TCN 3acTOCOBYIOTBCS I aHAII3y YaCOBUX PSAIIB 1 BUSBIIEHHS BIIXUJIEHb
y CTUIBHMKOBUX Mepexkax [14], attention-mojeni BUKOPHUCTOBYIOTBHCS JUIsl 0araToropu30HTHOTO
nporuozyBanus [15], a XGBoost 3anumiaeTscs CWIBHUM  0a30BUM — QJITOPUTMOM IS
CTPYKTYypOBaHMX O3HakK [16]. Lle poOUTh OLITLHUM HE MOLIYK €JMHOI «HAWKpaIloi» apXiTeKTypH,
a popMyBaHHS MHOKUHH MOJIEJIEH 3 PI3SHUMHU XapaKTEPHUCTUKAMHU.

VY nonepenHix JOCHIKEHHAX OYyJI0 MpOaHai30BaHO 3aCTOCYBAHHS HEWPOHHUX apXiTEKTyp i
METO/IB ONTUMI3AILi JIJIsl TOTOKOBOI MYJIbTUMOIAIbHOT 0OPOOKH B pO3MOUICHUX cHCcTeMax 13 edge
computing [17], a Takox c(OpPMOBaHO IHTErpoBaHE O3HAKOBE NpEACTaBICHHS 1H(opMarii
MoOUThbHOT Mepexi [18]. ¥V miit pobori mi pe3ynbTaTd HE € OOOB’SI3KOBOIO TMEPEAYMOBOIO:
JOCTaTHBO, 1100 CTaH Mepexi MoJaBaBcs (iKCOBAaHUM BEKTOPOM a00 MPUUYMHHOIO IMOCIHIIOBHICTIO
TakuX BeKTOpiB. HeBupilIeHUM 3aiMIIA€ThCS MUTAHHS €IMHOIO MPOTOKOJIY MOPIBHSHHS PI3HUX
ciMelcTB Mojieneld, iX ONTUMI30BAHUX BapiaHTIB 1 BIIOOPY TEXHIYHHMX KOH]Iryparii, npuaaTHUX
TS TIOJANTbIIOTO edge-BUKOHAHHS.

MeTo0 AoCaiAAKeHHsSI € OILIHIOBaHHS MoJelel MAIlMHHOTO Ta TJIUOOKOTrO0 HAaBYaHHS JUIS
0OpOOKM I1HTETPOBAHOTO CTaHy MOOUIbHOI Mepexi Ta (opMyBaHHS Habopy edge-nmpuaaTHHX
deployment-kondirypaniii mosixom nopiBHsHHS predictive quality, 3arpumMkn iHdepeHCy i oOcsTy
maMm’sITi 40 1 IMiciIst OIrTUMi3alii MoAeIe.

®opmyBaHHA 0aHKY MojeJiell MAIIMHHOIO HABYAHHSA. BXiTHUM 00’€KTOM HOCHIKEHHS €
IHTETpOBaHMIA BEKTOp CTaHy MOOLITBHOT Mepexi s(n) cranoi po3mipHocTi. Bin popmyeTsest mst
N-r0 4acoBOI'O BiKHA Ta MICTHTh MEpEXEBi, PECypCHI, CTaTMCTH4YHI, 4acoBi, mojieBi U quality-
xapaktepuctuku. Jlns 1iei crarti cmocid moOymoBu S(n) He OOMEXKYEThCS KOHKPETHHM
QITOPUTMOM: TIPUHIIUIIOBUM € OJIHAKOBUN BXIJ JUIsl BCIX MOPIBHIOBAHUX MOJENEH 1 BIACYTHICTh
MaiOyTHBOI 1HPOpMAIIil BIAHOCHO MOMEHTY N.

MHOXHUHY KaHAWZATHUX Monened ans oxaHiei ML-3amaui moznaunmo M. Jlo Hei MOXyTh
BXOJIUTH SIK KJIACHYHI METOJIH, TaK 1 HEHPOHH1 apXiTEKTYpH Pi3HUX CIMEHUCTB:
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M = {Ml’MZ""’MNM}' (l)

VY npoBeaeHOMY IOCTIKEHH] OaHK MICTHUB 11’ siTh 0a3oBux KaHauaaTiB: XGBoost, MLP, GRU,
TCN 1 Transformer. XGBoost Ta MLP mnpaifoBaniu 6e3nocepeHbo 3 MOTOYHUM S(M), TOAL SIK
GRU, TCN 1 Transformer BUKOPHCTOBYBaJIM IPUIMHHY MTOCIIIIOBHICTb 13 IIIECTH OCTAHHIX CTaHIB.

Pesynbrar 3acrocyBanHs k-1 MOzeni 3a1a€ThCS SIK:

z(n) = My (s(n); ). 2)

Jus sequence-moneneit 3anuc s(n) y gopmysi (2) cimix TpakTyBaTH sSIK MOCIIAOBHICTD [s(n —
5),..,s(n)]. Bci wMogmenmi HaBYalOTbCA Ha OJHOMY XPOHOJOTIYHOMY  train-iHTepBadli,
HaJamToBYyIOThCA 3a Validation-uyactunoro i jume micis ¢ikcarii KoHDIrypamii OMiHIOIOTHCS Ha
test-uactuni. Lle 103BOJIsIE BIJOKPEMHUTH BIACTHBOCTI KOHKPETHOT apXiTEKTYPH BiJl BIUTUBY Pi3HUX
NpaBUJ TMOAUTY JaHUX. ApXITeKTypu Ta 0a30BI TapamMeTpu MoOJeiel, BUKOPUCTAHUX B
eKCIIepUMEHTI, HaBeAeHO B Tabmumi 1.

Tabnuys 1. bazoBuii 6aHk Mojeel Ta iX KoHpirypauii

Monenb Bxin OcnoBHa KoH(piryparis Poste y mopiBHsIHHI
XGBoost s(n) 220 nepes; max depth = 5; learning rate = Tabnuunuii baseline
0,05
MLP s(n) 36-96-48-4; RelLU KomnakTHa HelipoMepexeBa MOJICITb
GRU 6 x hidden size = 48 PekypeHTHa yacoBa MOJIENb
s(n)
TCN 6 X 2 Conv1D; 48 xananis; dilation 1/2 3ropTKOBa YacoBa MOJIEIH
s(n)
Transformer | 6 x d_model = 48; 2 mapu; 4 heads attention-momens
s(n)

Jloicepeno: po3podiieHo aBTOPOM

OuinoBanus deployment-kougirypauniii. [Ticiast HaB4aHHS 6a30Ba MOJICIb PO3TIISIIAETHCS HE
auiie sK Hablp mapamMeTpiB, a SK TEXHIYHAa KOH]Irypauis, sKy MOXKHa HpoduIoBatu Ta
ontumizyBatu. s koxHOi KoH]irypauii My, ¢opmyerbcs npodinb, MmO MICTUTH quality i
XapaKTepUCTUKH BUKOHAHHS:

Pkr = [Q%v lir, memy,., Sizekr]- (3)

TyT qi. — HOpMOBaHa IPOTrHO3HA AKICTh, y Kilacu}ikallilHil MOCTaHOBIII MpeCTaBIeHa Macro-
F1, l,, — MemianHa 3arpuMmKka iHQEpPEHCY Ha KOHTPOJIBHOMY Mpodimi; memy, — BUMOra JIo
orepaTuBHOI maM’sATi abo i1 NpakTUYHUI Proxy; SiZey, — po3Mip 30epexeHoro apredakTy MoJeli.
HonatkoBo ¢ikcyeTbesi p95 latency, ockinbku cepenHs ad0 MejiaHHA 3aTpUMKa HE BigoOpakae
XBOCTOBI 3aTPUMKH, KpUTUYHI 17151 SLA.

ba3oBy, HeonmTuMi3oBaHy Bepcil0 MofeNll Mo3HauuMo M,. g OnTUMi30BaHOTO BapiaHTa
OLIIHIOETHCS 3MiHa predictive quality BiTHOCHO Iii€l Bepcii:

_ M M

Aqir = qro — Gkr- (4)

Kondgirypauis npoxoauts quality-gate, sikiio 4qy, He IepeBUIIYe HaNlepe]] BCTAHOBIEHY MEXY

& Y JOCTIKEHHI BUKOPUCTAHO & = 0,015 3a macro-F1. Ile oOMeXxeHHS HE O3HAYae€, IO

ONTHMI30BaHa Bepcisi 000B’S3KOBO MOBMHHA OyTH ripmoro: micis fine-tuning abo distillation
MO>KJIMBE 1 HEBEJIMKE IMOKPAILIEHHS TECTOBOI'O MOKAa3HUKA!

Mdep = {Myr|Aqyr < gq}' (5)

[Ticns quality-gate cepea AOMYCTMMHX BapiaHTiB BHKOHYeThcsl Pareto-BimOip 3a Tpboma
0a3oBUMM KoopauHaTamu: macro-F1 Makcumizyerbes, a latency Ta size MIHIMI3YIOThCS.
Kondirypariis Bunydaerses 3 deployment-0aHky, SKIO iCHYe iHIIA, siKa HE TipIla 3a BCiMa TpboMa
MOKa3HUKaMH 1 Kpama xo4a 0 3a ogHuM. Takuil Bi1Oip € oduaiiH-poLeyporo 1 He BU3HAUAE, SKY
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MOJICNIb CJiJ 3amycKaTH B KOHKPETHHH MOMEHT 4acy, BiH JIMIIE yCYBa€ OUYEBHJHO JIOMIHOBaHI
TEXHIYHI BapiaHTH Hepe1 NOJAIBIINM Al THBHIM BUOOPOM.

Onrtumizanis moxened s edge-BukoHaHHA. [[s pi3HMX apxXITEKTyp 3aCTOCOBAaHO pi3Hi
CIOCOOM ONTHMI3alii, OCKUIBKM O/IHA TeXHIKa HEe OJHAKOBO €()eKTHWBHA JJIS BCIX THUIIB OIEpariil.
It MLP 1 GRU Buxopucrano auHamiuyHe INT8-kBaHTyBaHHS Bar JIHIHHUX Ta PEKYPEHTHHX
mapiB. BoHo 3meHmIye obcsar 30epexeHHss Ta maM STl JUIs HapameTpiB, ajle pealbHUil BUTpAIl Y
latency 3aj1€:KUTh BiJ HAsIBHOCTI ONTHMI30BaHuX integer kernels y runtime [9], [10].

Hns TCN 3actocoBaHo cTpykTypHuil channel pruning. Ilicis mo4aTkoBOrO HaBYaHHS
omiHoBayiacsa L1-3HavymniicTe KaHaJiB, MIC/IS YOro KiIBKICTh KaHAIIB y JBOX 3TOPTKOBUX OJIOKax
smeHmyBanacs 3 48 no 40. ChopmoBaHa KOMIAKTHA MEpeka JIOHABYAjacs Ha train-dacTuHi, a ii
SKICTh TIOBTOPHO OIliHIOBajacs 0e3 3MiHM test-iHTepBaimy. Ha BimMmiHy Bim unstructured sparsity,
CTPYKTYpHE BHUJIAJICHHS KaHAJIB 0€3M0CEPEAHHO CKOPOUYE PO3MIp HACTYITHUX OMEPATOPIB 1 Kpaile
y3roKyeThes 3 TunoBuMH dense kernels [9].

s Transformer Bukopucrano knowledge distillation. /Isomaposa teacher-monens 3 d_model
= 48 nepenaBana soft targets ogHomaposiii student-momerni 3 d_model = 32 i menmum feed-forward
omoxom. dyHKIisT HaBYaHHs student MoeIHyBasa KPOC-€HTPOIIIO 3a MUILOBUMH Kiiacamu Ta KL-
divergence mix posmoainamu teacher i student 3 TemmepaTypHUM 3TJIaJKyBaHHSIM. Takuil miaxif
JI03BOJISIE 3MEHIIIUTH KUTBKICTh MIAPiB 1 mapaMeTpiB, 30epiratoun yacTuHy iH(popMaIllii, HAKOMHYEHOT
Oinproro moaemto [11].

Jnist KiTbKicHOT OIIIHKY €eKTy ONTUMI3allil BITHOCHY 3MiHY OBUIBHOI COSt-XapaKTEPUCTHKH Y
BU3HAYMMO SIK:

ry,=1——
y Vi (6)

Jls size 1 latency nonathe 7, 03Ha4ae 3MEHIIEHHS BUTpAT. BogHovac inTepnpeTanis noBUHHA
BpPaxoOBYBaTH XapakTep KOHKPETHOrO runtime: Hampukiaj, 3MeHumeHHs po3mipy INT8-mozneni e
rapaHTye NPUCKOPEHHS [UIA Ay)XKEe MalluX MepexX, SKII0 HAKIAJAHI BUTPATH TUHAMIYHOTO
KBAaHTYBaHHs OLIbINI 32 BUTpall Bij integer-o0uncieHsp.

ExcnepumenTajibHe gocaigxeHHsi. (s omiHioBaHHS Moneneld cpopMOBaHO CHHTETUYHY
MOCHIIOBHICTh CTaHiB MOO1IbHOT Mepexi, o MicTiiia 18 000 yacoBux kpokis. [licist popmyBaHHS
MPUYUHHUX TOCIIJOBHOCTEH JOBXKHUHU IIicTh oTpuMano 17 995 ML-npuknanis. Bekrop s(n) mas
36 koopauHaT 1 noeanyBaB MepexeBi KPI, moka3HMKM HaBaHTa)XEHHsS Ta pecypciB, YaCOBI 3MiHHU 1
XapakTepuCTHKU sKkocTi. [limboBa 3MiIHHAa MicTHUJa YOTUPHM KJacH: HOpPMalbHMH CTaH,
NepeBaHTAKEHHsI, Jerpajallis Ta KpUTUYHUHN cTaH. YacTku KiaciB cTaHOBWIN NpubausHo 71,3 %,
14,8 %, 10,0 % Ta 3,9 % BiAmOBIIHO.

Jani ¢opmyBammcs MOCIIOBHO — CTaH y HACTYIIHOMY BIiKHI 3aJie’KaB BiJ] MOMNEPEIHbOro, a
3HAYEHHS O3HAK MaJiM 1HEpLINHHY CKJIAJ0BY, KJIac-3aJIeXkH1 3CYBU, IIIYM 1 NMEpPIOJAUYHI KOMIIOHEHTH.
Taka cxema He MpeTeHIye Ha BIATBOPEHHS KOHKPETHOI Mepexi omeparopa, ajne JI03BOJISE
KOHTPOJIIOBATH YacOBY 3aJIeXKHICTb, UcOaIaHC KJIaciB 1 CKIaAHICTh nepexoaiB. [loain BUKoHyBaBcs
XPOHOJIOTIYHO Yy cHiBBigHOWeHHI 65/15/20 % nna train/validation/test 6e3 BHIIagKOBOTO
TepeMIITyBaHHsI YaCOBUX BIKOH.

Jns HeHpOHHHMX Mojenel BHKOPHCTOBYBalacs 3BaKEHA Cross-entropy, II0 KOMIEHCyBala
nucOalaHC KJaciB, ONMTHMI3allisl BUKOHYBasiacs Adam, a Halkpammii cTaH MOJen oOWpaBcs 3a
validation macro-F1. ns XGBoost BukopucroByBanmcs Baru kiaciB. [IpogimoBanns latency
MPOBOJMIIOCS Y OAHONOTOKOBOMY X86-64 CPU-pexmmi 3 batch size = 1 micns 100 warm-up
3aIycKiB; A KOKHOT KOoH(pirypamnii BukonyBanocs 500 moBTopiB. ¥ cTarTi abCONIOTHI 3HAYEHHS
latency TpakTyloOTbCcS SIK KOHTPOJBHUI BIATBOPIOBAHMNM MNpoQuib, a HE SK YyHIBepcajlbHa
XapaKTepUCTHKA BCiX edge-TpUcTpoiB.

PesynpTaTi 6a3oBoro nmopiBHSHHS HaBeaeHO B Tabmui 2. HaitBumuit macro-F1 orpumano mist
GRU Tta TCN. XGBoost noka3zaB CHJIBHUI pe3yibTaT A MOTOYHOrO S(7), OJHAK MOCTYIHUBCS
MOJIETISIM, 10 BHKOPUCTOBYBAJIM KOPOTKY MPUYMHHY TMOCHIIOBHICTh. Transformer y miii
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koH(pirypamii He nepeBunuB GRU/TCN, mo aeMOHCTpyE BiICYTHICTh YHIBEPCAJIBHOI IEpeBaru
OUITBII CKJIATHOT apXITEKTypH Ha OOMEKEHOMY YaCOBOMY KOHTEKCTI.

Tabauys 2. SIkicTh Ta XapaKTePUCTHKH 0a30BHX MojIeJieit

Moneins Macro- Balanced Recall Po3wmip, Median, | p95, mc

F1 accuracy KpHUT. Kb MC
XGBoost 0,897 0,913 0,894 2151,7 0,245 0,403
MLP-FP32 0,868 0,914 0,923 35,5 0,024 0,026
GRU-FP32 0,918 0,947 0,965 51,7 0,096 0,132
TCN-FP32 0,918 0,943 0,951 51,1 0,096 0,217
Transformer- 0,899 0,932 0,937 164,9 0,199 0,409
FP32

Jicepeno: po3podsieHO aBTOPOM

[MTopiBusaHHS numie 3a macro-F1 He nae onHo3HauHOI BiAmoBiai mono edge-npugaruocti. MLP
Mae HalHIKYY 3aTpUMKY, aje Horo macro-F1 nmpubmusno Ha 0,05 mwxuunii, Hixk y GRU/TCN.
XGBoost 3a0e3neuye NpUHHATHY AKICTh, IPOTE HOTO cepiaiizoBaHuii apTedakT 3HAYHO OUTBIINH, a
latency y koutponsHomy CPU-npodini HaiiBuIna cepen po3risiHyTux 6a3oBux koHdirypamii. GRU
i TCN ¢dopmyroTs Onu3bkuii 3a sKicTIO Kiac mojeneit, aie TCN Mae nemo HIK4Yy MeliaHHY
latency, Toai sk GRU noka3aB Bumuii recall kpuTH4HOrO Kiacy.

Pesynbratn onTtumizamii HaBegeno B Tabmumi 3. Yci 4oTHpu onTUMIi3oBaHI KOHQIryparii
npoiimm quality-gate &, = 0,015. Ilpu oMy XxapakTep BUIrpally CyTTEBO BiAPI3HABCS 3aJIEKHO
BiJl METOJTY.

Tabauys 3. Pe3ynbTaTH onTUMI3aLil HelipOHHUX Mojeseil

Kondiryparrist Meton Macro- Po3mip, Median, 3MiHa size 3MiHa
F1 Kb MC latency
MLP-INT8 IVMHAMIYHE 0,868 13,3 0,067 -62,5 % +183,8 %
INT8
GRU-INTS8 JIMHAMIYHE 0,918 16,8 0,124 -67,5 % +28,7 %
INT8
TCN-P17 structured 0,919 39,3 0,086 -23,0 % -10,1 %
pruning
Transformer-D distillation 0,901 43,9 0,102 -713,4 % -48,8 %

/icepeno: po3pod/1eHo aBTOPOM

KBantyBanus MLP 1 GRU 3meHmmno posmip apredaxty npubmuszno y 2,7 ta 3,1 paza
BIIMOBIAHO Oe3 cyTTeBoi BTpatu predictive quality. BogHouac Ha Bukopuctanomy CPU-npodini ix
median latency 30utbmmiacs. Jias MLP e oco6amuBo nomitHo: abconmtoTHUM vac 6a3oBoi FP32-
MOJIeJIl HaCTUIbKK MaJlui, 0 BUTPATH Ha AMHAMIiuHI omnepaiii quantize/dequantize 1 Buxksiuk INT8
kernels nmepeBaxaroTh BUrparl BiJl MeHIIO1 TouHOCTI. Lleit pe3ynpTar y3roayeThest 3 HEOOX1JHICTIO
npoduToBaTH ONTHMI30BaHY MOJIeb Ha LUJIBOBOMY runtime, a He BBaXaTu quantization
aBTOMaTHMYHUM CIIOCOOOM MPUCKOPEHHSI.

Crpykrypuuii pruning TCN maB iHmmit xapakrep. CKOpoUeHHS KaHaJIiB 3MEHIINIIO PO3MIp Ha
23,0 %, median latency — mpu6au3Ho Ha 10 %, a macro-F1 He 3HU3UBCS 1 HABITh HE3HAYHO 3PIC 10
0,919 micns fine-tuning. Ile o3Hauae, mo nmovyarkoBa KOHGIrypailisi Maja MeBHY HaJIUIIKOBICTH,
Ky BJAJIOCS YCYHYTH Oe3 BTpaTH po3AiibHOI 31atHocTi Mojeni. Distillation Transformer nana
HaWOLIpIIIe OJJHOYACHE CKOpOUYEHHs size 1 latency: apredaxrt 3menmuBcs Ha 73,4 %, latency —
Mmaiibxke Ha 49 %, Tomi sk macro-F1 3pic 3 0,899 no 0,901. OnHak HaBiTH micls compression s
koH(iryparis nocrynuiacs TCN-P17 3a sikicTio Ta IIBUAKICTIO.

CriBBigHOIIEHHS siKOcTi Ta median latency amst Bcix 6a30BUX 1 ONTHMI30BaHUX KOHQITYypaIliid
HaBefeHo Ha Puc. 1. Buano, mo koHdirypauii (oOpMyIOTh KiJbKa pI3HHUX PEXKHUMIB:
yabTpakomnakTHuii MLP, BucokosikicHi GRU/TCN 1 Gunbin pecypcomictki Transformer/XGBoost.
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Ile migTBep/Ky€e MOUMUIBHICTH 30€peKeHHS HE OJHI€T MOJem, a JEKUIBKOX TEXHIYHO PI3HUX
KaH1/1aTIB.

Komnpomic Mix akicTio Ta 3aTpuMKoro ons deployment-koHgirypauin

0.92 1 @ C\UithFp32  Gru-INTs
GRU-FP32
0.91 4
Transformer-D - ‘ P32
ransformer-

0-901 X XGBpost
o X
o
]
< 0.89 -

0.88

0.87 A MLP-FP32 MLP-INT8

[ ) ®
T T T T T
0.05 0.10 0.15 0.20 0.25

MegiaHHa 3aTpuUMKa iH(hepeHcy, MC

Puc. 1. Komnpomic mix predictive quality Ta 3arpumkoro deployment-koHdirypauniii
/licepeno: po3podsieHO aBTOPOM 32 pe3y/IbTaTaAMU eKCIIEPUMEHTY

Ha Puc. 2 moka3aHo BiIHOCHY 3MiHY size Ta latency micist onmrumizanii. [ist size yci cnocobu
Janu ovikyBaHui Burpam. s latency edext BusBHMBCA HeomHopinHuM: pruning i distillation
MOKPAIIMIIN MOKa3HUK, ToAl sk dynamic INT8 Ha koHTposbHOMY runtime ioro moripmms. OTxe,
caM (akT 3MeHIIEHHs OITHOCTI Bar abo po3Mipy Qailily He € JOCTaTHIM JI0Ka30M HPHCKOPEHHs
inference.

Bnaue onTuMisaLii Ha po3mip Mmofeni Ta 3aTpUMKY

HEEE Po3Mmip apTecdakTy, % Bifa basosoro
I MepiaHHa latency, % Bia 6a3zoBoro

250 A

200 A

150 A

% Big Mo4aTKoOBOI KOH(irypauii

50 -

MLP-INT8 GRU-INT8 TCN-P17 Transformer-D

Puc. 2. Bnaus onTtumMizauii Ha po3Mip apTedakTy Ta 3aTPpUMKY iHndepeHcy
Jlcepeno: po3podieHO ABTOPOM 32 pe3yJibTaTaMM eKCIIePUMEHTY
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[Ticns quality-gate 1 Pareto-Binbopy chopmoBano deployment-6ank, HaBeaeHuit y Tabdm. 4. Jlo
HBOTO YBIHIIIN KOHQITypalii, 0 MpeacTaBiIsioTh pi3Hi komnpomicu. MLP-FP32 mae minimMansHy
latency, MLP-INT8 — wminimansuuii posmip, GRU-INT8 3abesmneuye BHCOKY SKICTh 3a IyXKe
Manomy apredakri, a TCN-P17 mokasye naiiBumuii macro-F1 cepen HeqoMiHOBaHUX KaHAUIATIB i3
Hwk4or latency, Hik BuxigHi GRU/TCN. Inmi koHdiryparii 3aluIIaroTbCsd KOPUCHUMH SIK
KOHTPOJIbHI, ajie B MeXaxX TpboX 0a30BUX KPHUTEPIiB BOHU JOMIHYIOTHCS MPHHAWMHI OJHUM
KagauaaroM 13 Taomumi 4.

Tabauys 4. ChopmoBannii Pareto-0ank deployment-kongirypamiii

Kondirypariis Macro-F1 | Poswmip, Kb | Median, mc DyHKITIOHATBHA POJIb
MLP-FP32 0,868 35,5 0,024 Minimanbaa latency
MLP-INT8 0,868 13,3 0,067 MiHiMaIbHHE PO3MIP
GRU-INTS8 0,918 16,8 0,124 Bucoka sKicTh / KOMIAKTHICTH
TCN-P17 0,919 39,3 0,086 Hatikpamuii quality-latency 6amanc

/Jlicepeno: po3podiieHo aBTOPOM

CdopmoBanuii O0aHK HE € pe3ylbTaToM runtime-pillleHHs 1 HE BHU3HAYAE €IUHY «KpaIly»
Mozeb. Moro mpu3HAueHHS IONATA€ y BiACIIOBAHHI HENPOAYKTUBHMX BApiaHTIB i 30epexkeHHi
aJIbTEPHATHB, KOXHA 3 SKMX MOXe OyTH JOLUIBHOIO 3a PI3HUX pecypcHuX ymoB. Ha HacTymHOMY
piBHI came mi KoH(Irypamii MOXXyTh TOpIBHIOBaTHCS 3 ypaxyBaHHAM cTaHy edge/cloud-By3na,
JOIYCTUMOI 3aTPUMKU Ta IOTOYHOTO 1H(OPMAIIMHOTO KOHTEKCTY 0€3 MOBTOPHOIO HaBYAHHS
MOJEJIEH.

BucnoBku. Y poboti chopmoBaHO mpolenypy OI[HIOBaHHA Ta ONTHMI3alli Mojenei
MAIIMHHOTO 1 TIMO0KOro HaBuaHHs s edge-o0poOku iHdopmarii MobiTbHOT Mepexki. Ha Bigminy
BiJl BUOOpy nuiie 3a predictive quality, 3anpornoHoBaHui miaxig po3risaae Moaens sk deployment-
KoH(Iiryparmiro Ta CHUIBHO BpaxoBye macro-F1, latency i posmip apredakry. Lle mo3Bossie
BIIOKPEMHUTH €Tam MiArOTOBKM TEXHIYHMX KAaHIUAATIB BiJl MOJAJIBIIOTO aJalTUBHOTO BUOODPY
MOJIEJTI Ta MICIS 11 BAKOHAHHS.

[TopiBHsHHS 1’sTH 0a30BMX MOJENEH IMOKa3ano, L0 CKIAJHINIA apXiTeKTypa HE rapaHTye
Kpamioro pesyabsraty. s nqocnimkenoi 3agaul GRU 1 TCN 3a6e3neunnu macro-F1 6miussko 0,918,
toni sk Transformer — 0,899. IIpu nbomy MLP MmaB ictoTHO Hmxkuy latency, mo pobuts ioro
KOPHUCHUM SIK IIBUIKHIA KaHAUIAT U PEKUMIB 13 )KOPCTKUMH YaCOBUMH OOMEKESHHSIMHU.

ExcrniepuMeHT miATBEpIUB, 10 e(eKT ONTHMI3allii € apXiTeKTypHO- 1 runtime-3anexuuM. INT8-
kBaHTyBaHH1 MLP Ta GRU ckoporuno posmip Ha 62,5-67,5 %, ane Ha koHTposnbHomMy CPU-
npodini He npuckopuio inference. CtpyktypHuil pruning TCN, HaBmaku, 0JJHOYaCHO 3MEHILIUB
po3mip 1 latency 0e3 BrpaTu sixocti. Distillation Transformer ckopotuna po3mip npubnusHo Ha 73
% 1 latency maiixe BIBIdi, aje He 3poOuia 110 Mozenb Pareto-kpaioro 3a TCN.

VY pesynberati Pareto-Binbopy cdopmoBaHo kommakTHUE deployment-6aHK 13 YOTHPHOX
KOH(Qirypariif, 1o MNpeIcTaBIAOTh Pi3HI KOMIPOMICH MDK SIKICTIO, IIBHJAKICTIO Ta 00CAroM
nam’sTi. Takuit OaHK CTBOpPIOE OOIPYHTOBAHY €KCHEPUMEHTAJIbHY OCHOBY Ui MOJAJbIIOrO
ananTuBHOro Bubopy ML/DL-mozeni Ta ii BUKoHaHHS B po3noaineHii edge/cloud-indpactpykrypi
MOOUTHHOT MEPEXKI.

Konduaikr inTepeciB: ABTOpH IEKIApYIOTh, IO HE MAIOTh KOHQIIIKTY 1HTEpECiB, 30KpeMa (iHaHCOBOTO, 0COOUCTOTO, aBTOPCHKOTO
4y OyIb-SKOTO 1HIIOTO XapaKTepy, SKAH Mir OM BIUIMHYTH Ha JTOCHIHKEHHS, a TAKOK Ha pe3yNabTaTH, OIMyOIiKOBaHi B Lill cTaTTI

®inancyBanns: JlocnimkeHHs npoBoauiocs 0e3 GpiHaHCOBOT MiATPUMKH
HoctynHicTh Aanux: Yci qaHi goctymHi B udposiid abo rpadiuHii Gopmi B OCHOBHOMY TEKCTI pYKOTIHCY

Bukopucranns 3aco6iB mryuHoro intesekrty (LLI): ABTopu miaATBEpKYIOTH, IO HE 3aCTOCOBYBAJIH iIHCTpYMEHTANBHI 3acobu 111
JUTS HAIMUCAHHS Hi€l poOOTH
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ABSTRACT

The article addresses the evaluation and optimization of machine learning and deep learning models for execution on edge
nodes when processing mobile network data. The relevance of the study is determined by the fact that models with similar predictive
quality may differ substantially in inference latency, model artifact size, and computational requirements; therefore, selection based
on accuracy alone does not guarantee suitability for edge deployment. The aim of the study is to build a consistent bank of
deployment configurations by jointly evaluating predictive quality and execution characteristics before and after model optimization.
The input is a fixed-dimensional integrated mobile network state vector containing statistical, temporal, event-based, resource, and
data-quality features. XGBoost, MLP, GRU, TCN, and a Transformer-based model are compared for the same classification task.
Optimized variants are produced using dynamic INT8 quantization, structured pruning, and knowledge distillation. Each
configuration is characterized by macro-F1, balanced accuracy, recall of the critical class, median and p95 inference latency, and
serialized model size. After a quality gate, Pareto screening removes configurations dominated simultaneously in predictive quality,
latency, and size. The experimental study uses a synthetic sequence of 17,995 time windows with four mobile network state classes.
The highest baseline macro-F1 is obtained by GRU and TCN, both close to 0.918. Structured TCN pruning reduces the model artifact
by 23.0% and median latency by about 10% without degrading macro-F1. Distillation reduces the Transformer model size by 73.4%
and almost halves its latency. In contrast, dynamic INT8 quantization greatly reduces the size of MLP and GRU models but increases
latency on the reference CPU runtime because of quantization overhead. The results demonstrate that edge optimization should be
assessed using a set of predictive and execution metrics rather than a single indicator. The resulting deployment bank can serve as a
set of verified candidates for subsequent adaptive selection of a model and execution node in a distributed edge/cloud mobile
network infrastructure.

Keywords: Mobile networks; machine learning; deep learning; edge computing; model optimization; model compression;
quantization; pruning; knowledge distillation
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